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Abstract

Digital regulations such as the GDPR suffer from a major imple-
mentation gap. Compliance by Design—building software systems
that satisfy legal requirements by construction—offers a promising
solution, but currently lacks formal foundations and scalable tools.

We present an end-to-end, mechanized approach to Compliance
by Design that translates complex digital regulations into software
security mechanisms. At its core is Lex, a novel formal language tai-
lored to the structure of legal texts. Lex supports the formalization
of legal provisions and their refinement to concrete system require-
ments. The Lex compiler then translates the refined requirements
into enforceable temporal-logic policies compatible with existing
runtime enforcement and instrumentation tools.

We evaluate our approach by formalizing system-related provi-
sions of the GDPR in about 3,200 lines of Lex code and refining this
specification for two Python applications. Our methodology en-
sures compliance with the formalized provisions with modest run-
time and development overhead. A user study provides evidence of
Lex’s understandability in reading and auditing tasks for partici-
pants from legal and computer science backgrounds. To the best
of our knowledge, this is the first end-to-end, mechanized, and rig-
orous approach for developing applications that verifiably comply
with formal specifications derived from complex digital regulations.
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and verification; Formal security models; Web application

security; • Applied computing→ Law.
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1 Introduction

Motivation. Almost a decade after the passing of the General Data
Protection Regulation (GDPR) [1], non-compliance with privacy
law is still ubiquitous. In the European Union, between 80% and
95% of popular websites are estimated to violate the principle of
consent-based usage of personal data, a key GDPR requirement [15].
Meanwhile, over €6B in fines have been imposed on non-compliant
entities. The combination of high fines and low compliance rates
implies that although companies face significant legal risk, con-
sumers’ rights are still insufficiently guaranteed. In this context, de-
veloping practical alternatives to ex-post auditing and fines is a ma-
jor challenge. One such alternative is Privacy by Design (PbD) [20],
where privacy requirements are accounted for throughout the sys-
tem development process to ensure privacy by construction.

Problem statement. Privacy by Design is an instance of the more
general Compliance by Design (CbD) paradigm [4, 19, 60], which
aims to guarantee the general regulatory compliance of systems.
But while CbD is an attractive vision, in practice, (re)designing real-
world systems to comply with laws such as the GDPR is difficult.

The difficulties are threefold. First, software systems and digital
regulations are notoriously complex, making it hard to implement
compliance safeguards correctly. Second, building compliant sys-
tems requires rigorous, interdisciplinary collaboration [81]. On the
one hand, compliance can only be assessed by legal experts who rely
on specific interpretative methodologies to evaluate the legal con-
straints applicable to a given technical system. On the other hand,
assessing compliance with these legal constraints typically requires
a deep understanding of the system, which only technical experts
(e.g., developers) possess. Third, laws often rely on vague, abstract
legal concepts, whereas system specifications are described in terms
of explicit, concrete actions. To achieve CbD, a correspondence be-
tween legal concepts and system actions must thus be established.

Our solution.We provide formal foundations, a methodology, and
tools for rigorous, computer-supported CbD. Our approach guaran-
tees compliance with concrete system constraints derived through
a sequence of interpretive steps from a logical formalization of an
abstract regulation. This approach achieves CbD using runtime en-
forcement (Section 2) in the presence of complex regulations and
helps interdisciplinary teams document compliance mechanisms
and interpretative assumptions. Note that no formal methodology
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can guarantee legal compliance in the sense of a court-proof argu-
ment, since any legal assumption made to derive system constraints
must still be reviewed and validated by legal experts. However, ex-
plicit documentation of all interpretative steps can ease internal
and external auditing, thereby reducing the risk of errors.

In more detail, our methodology has six steps, shown in Figure 1.
It involves a legal expert/lawyer ( ) and a technical expert/devel-
oper ( ) collaborating to design a policy-compliant system. In Step
1, the lawyer and developer pair up [48] to formalize relevant parts
of the law in the Lex language. Lex has a user-friendly syntax that
is accessible to multidisciplinary audiences and tailored to formal-
izing laws. Its semantics is based on a logic with constitutive, regu-
lative, and exception rules (Section 3). In Step 2, the experts refine
this formalization by providing a refinement mapping between con-
crete system actions and legal concepts (Section 4). Specifying the
formalization and refinement mappings separately allows the same
formalization to be reused in different systems and makes system-
specific legal assumptions explicit. In Step 3, the developer uses the
Lex compiler to convert the formalization and the mapping into an
equivalent policy for a Policy Decision Point (PDP). We use Metric
First-Order Temporal Logic (MFOTL) [12, 24], an expressive logic
supported by several existing PDPs [40, 44, 45]. In Step 4, the devel-
oper instruments the system, i.e., they instantiate a Policy Enforce-
ment Point (PEP) by specifying how to generate all relevant events
and how system actions can be caused or suppressed. This is done
using the Instrlib instrumentation library [39]. In Step 5, the system
is run together with the PDP and PEP, ensuring compliance with the
refined formalization. Here, we use EnfGuard [45], a state-of-the-
art PDP tool for MFOTL. Finally, in Step 6, the lawyer and developer
can audit the formalization, refinement, and instrumentation code,
if desired. Steps 2–6 can be easily repeated when the formalization
must be modified, e.g., because of a legislative change or to correct
a formalization error. We give a walkthrough of our methodology
by formalizing selected provisions of GDPR Articles 5–6 and refin-
ing this formalization in a microblogging application (Section 5).
Scope of guarantees. Our approach guarantees that (1) the ap-
plication complies with the formalized and refined requirements

provided that the instrumentation is sound [39] and the com-
piler and enforcement backends are correct. Moreover, if the Lex
formalization and refinement are accepted as legally valid, our
formal guarantee entails the (stronger) claim that (2) the applica-
tion complies with the formalized sections of the law by design.
We see the legal analysis of the soundness of the formaliza-
tion and refinement as an independent problem that cannot be
solved formally. Our methodology models legal requirements
and interpretative steps but does not, on its own, establish legal
compliance. In the rest of this paper, ‘compliance’ refers to sys-
tem compliance with formal requirements as in (1). We assume
that the developer and lawyer are honest, users cannot bypass
enforcement, and our compliance tools are bug-free.
We provide evidence of our approach’s ability to (i) enforce com-

plex law formalizations in software systems with modest perfor-
mance overhead and (ii) provide a common ground for both legal
and technical users to audit such formalizations (Section 6).

For (i), we present two case studies in which we enforce GDPR
requirements in Python/Django applications using our methodol-

Step What? Who? How?

1 Formalize the law Lex compiler
2 Refine the formalization Lex compiler
3 Compile the formalization Lex compiler
4 Instrument the system Instrlib [39]
5 Run the system and enforce EnfGuard [45]
6 Audit the formalization Lex compiler

Figure 1: The Lexmethodology for Compliance by Design

ogy and tools. Our 3,200-line GDPR formalization covers a broad
set of system-relevant aspects of the law and is refined into spec-
ifications for two concrete applications: a microblogging service,
which uses our full GDPR formalization, and a file-system man-
ager, where enforcement focuses on a substantial core fragment
(Articles 5, 6, 9, 12, 15–17, 21, 30). To the best of our knowledge,
our approach is the first to enforce such an extensive set of GDPR
requirements in software. We find that both applications can be
instrumented for compliance with our formalization while incur-
ring modest user-side latency and maintaining a clear separation
of concerns between compliance and functional code.

For (ii), we conduct an initial user study with a group of 23 law
and computer-science students to assess the understandability of
Lex formalizations. Our study provides evidence that Lex formal-
izations are understandable by both audiences; in an auditing task,
6 of 11 interdisciplinary pairs identified a known error in a previ-
ously validated GDPR formalization.

Lastly, we review the limitations of our approach in terms of
expressiveness, understandability, and performance (Section 7).

In summary, our contributions are as follows:
• We propose a new methodology for formalizing, refining,
and enforcing legal specifications in software.
• We develop Lex, a new language to formalize laws, refine
the legal formalization to specific systems, and compile it to
enforceable temporal logic formulae.
• We provide evidence of the scalability of our approach by
enforcing a large GDPR formalization in two applications.
• We provide initial evidence of Lex’s understandability to
mixed legal and technical audiences through a user study.

To the best of our knowledge, this paper proposes the first end-
to-end, tool-supported methodology that bridges the abstraction
gap between law and policy-compliant software systems (Section 8),
thus paving the way to large-scale CbD applications (Section 9).

2 Preliminaries

We first provide background on the formal structure of laws (Sec-
tion 2.1) and then introduce runtime enforcement (Section 2.2).

2.1 Formal structure of legal norms

Laws introduce both concepts that capture facts and rules that de-
scribe combinations of facts as obligatory, permitted, prohibited,
etc. Formally, concepts can be seen as first-order predicates that
together constitute a legal ontology [83]. Rules can be formalized
as first-order expressions using the predicates from this ontology.
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Following Searle [74], rules can be classified into two groups:
regulative and constitutive rules. Regulative rules govern subjects’
behavior by describing combinations of facts that shall, shall not,
may, or must not occur. The two most common kinds of regulative
rules are obligation (‘shall’) and permission (‘may’) rules. In contrast,
constitutive rules state that a certain combination of facts ‘counts
as’ some other fact [35]. Derived facts defined by constitutive rules
are called institutional [74], while those facts that are not derived
using rules, but instead make up ‘the furniture of our physical (or
physical and mental) world,’ [56] are called brute facts.

Example 1. Consider an ontology consisting of predicates that

encode, respectively: ‘the personal data 𝑑 of user 𝑢 is processed for the

purpose 𝑝 ,’ ‘the processing of personal data 𝑑 of user 𝑢 for purpose 𝑝

is lawful,’ and ‘the user 𝑢 gives consent to the system to process their

personal data for the purpose 𝑝 .’ The rule 𝑅1: ‘at any time, processing

some personal data 𝑑 of a user 𝑢 for a purpose 𝑝 must be lawful’ is a

regulative rule, since it introduces an obligation. The rule 𝑅2: ‘when
user𝑢 has given consent to the system to process their personal data for

the purpose 𝑝 , the processing of personal data 𝑑 of user 𝑢 for purpose

𝑝 shall be regarded as lawful’ is a constitutive rule that provides a

sufficient condition for lawfulness. Processing and consent are brute

facts, whereas lawfulness is an institutional fact.

Most regulative and constitutive rules contained in laws are con-
ditional: obligations are applicable, and facts are constituted, only
under specific circumstances [38]. However, the conditions found in
law are not always necessary or sufficient. Instead, laws often use a
default-exceptions structure where a general case is first stated, and
exceptions are afterwards listed [38]. This suggests a formal model
in which laws comprise three, rather than two, groups of rules: regu-
lative rules, constitutive rules, and exception rules that specify when
other rules do not apply. Note that permissions can be encoded as
exceptions to obligation rules [13]; as a result, having constitutive,
obligation, and exception rules is generally sufficient to formalize
laws containing both obligations and permissions. Moreover, laws
can contain multiple constitutive rules, in any order, that specify dif-
ferent combinations of facts that all ‘count as’ instances of the same
fact. Hence, in law, unlike in traditional programming, the whole
text of a law, rather than just earlier sections and explicit dependen-
cies, must be analyzed to determine whether a given rule applies.

2.2 Runtime enforcement

We now introduce real-time, first-order enforcement (Section 2.2.1)
and describe our policy language, MFOTL (Section 2.2.2).

2.2.1 Real-time, first-order enforcement. Let E be a set of event
names, 𝜄 : E→ N an arity function, andD a set of domain values. An
event 𝑒 (𝑑1, . . . , 𝑑𝜄 (𝑒 ) ) is composed of an event name 𝑒 ∈ E and 𝜄 (𝑒)
arguments 𝑑1, . . . , 𝑑𝜄 (𝑒 ) ∈ D. A database 𝐷 ∈ DB is a finite set of
events and a trace 𝜎 ∈ T is a sequence ⟨(𝜏𝑖 , 𝐷𝑖 )⟩0≤𝑖<𝑘 , 𝑘 ∈ N∪{∞}
of timestamps 𝜏𝑖 ∈ N and databases 𝐷𝑖 ∈ DB, where timestamps
grow monotonically (∀𝑖 < |𝜎 |. 𝜏𝑖 ≤ 𝜏𝑖+1) and progress (if |𝜎 | = ∞,
then lim𝑖→∞ 𝜏𝑖 = ∞). The empty trace is denoted 𝜀. An index 𝑖 < |𝜎 |
in a trace 𝜎 is called a time-point. A property is a set of infinite traces.

Fix E. Consider a labeled transition system 𝑆 = (S, 𝑠0,
•−→) where

S is a set of states, 𝑠0 ∈ S is an initial state, and
•−→∈ S × DB × S.

Assume that E contains a distinguished event tick that denotes a

𝐸𝑛𝑣 𝑆 PEP PDP

1: set of events 𝐷

2: command: cause 𝐷C, suppress 𝐷S

policy𝑃

time𝜏

Figure 2: System model for runtime enforcement

clock tick (i.e., a timestamp increment). Given an execution 𝑠0
𝐷1−−→

𝑠1
𝐷2−−→ 𝑠2 . . . of 𝑆 , we define trace prefixes 𝜎0, 𝜎1, . . . and times-

tamps 𝜏0, 𝜏1, . . . as follows, where · denotes concatenation:

(𝜎0, 𝜏0) := (𝜀, 0)
∀𝑖 ≥ 1. 𝜎𝑖 := 𝜎𝑖−1 · ⟨(𝜏𝑖−1, 𝐷𝑖 \ {tick})⟩
∀𝑖 ≥ 1. 𝜏𝑖 := 𝜏𝑖−1 + (if tick ∈ 𝐷𝑖 then 1 else 0) .

The trace of an infinite execution is 𝜎 = lim𝑖→∞ 𝜎𝑖 .
The system model for runtime enforcement is shown in Figure 2.

The PEP and PDPmust ensure that the sequence of actions executed
by the system 𝑆 , which communicates with an unobserved environ-
ment 𝐸𝑛𝑣 , complies with a policy 𝑃 . The PDP observes the events
occurring in 𝑆 and generates commands, instructing the PEP to
cause or suppress the actions corresponding to specific events [39].
When, as in this paper, the PDP can insert events before a clock
tick, the resulting enforcement model is called proactive [11, 44],
enabling the PDP to enforce policies with deadlines.

Which policies are enforceable crucially depends on the PEP’s
capabilities, i.e., which events the PEP can observe, cause, and sup-
press in the system.We encode capabilities in a mapping𝜅 : E→ K,
where K is a semilattice (K, ⊑). As suggested by Hublet et al. [44],
we distinguish between events that can be only observed (O), events
that can be caused (C) or suppressed (S), and events that can be
caused and suppressed (CS). The operator ⊑ is the smallest transi-
tive and reflexive relation satisfying O ⊑ S,C and C, S ⊑ CS. Clock
ticks are assumed to be only observable, i.e., 𝜅 (tick) = O.

Example 2. The predicates in Example 1 are respectively formal-

ized as Process(𝑑,𝑢, 𝑝), IsLawful(𝑑,𝑢, 𝑝), and GiveConsent(𝑢, 𝑝),
i.e., E = {Process, IsLawful,GiveConsent} and 𝜄 = {Process ↦→
3, IsLawful ↦→ 3,GiveConsent ↦→ 2}. The event Process(𝑑,𝑢, 𝑝)
reads ‘the personal data 𝑑 of user 𝑢 is processed for purpose 𝑝 ,’ the

event IsLawful(𝑑,𝑢, 𝑝) denotes ‘the processing of personal data 𝑑 of

user 𝑢 for purpose 𝑝 is lawful,’ and the event GiveConsent stands for
‘the user 𝑢 gives consent to process their data for purpose 𝑝 .’

Consider a web analytics portal used by a company’s marketing

director to list all past customer orders (state all) and view a given

order (state order 𝑖 , where 𝑖 is the order’s ID). The marketing director

can always return to the home page. In another interface, users give

consent for their data to be used for marketing purposes. The client

who submitted order 𝑖 is denoted Client (𝑖). Using the signature above
and 𝑠0 = all, the system’s transitions are as follows:

𝑠
{GiveConsent(𝑢,"marketing") }
−−−−−−−−−−−−−−−−−−−−→ 𝑠,

all
{Process(order_𝑖,Client (𝑖 ),"marketing") }
−−−−−−−−−−−−−−−−−−−−−−−−−−−→ order 𝑖, order 𝑖

∅−→ all.

These encode a user giving consent; moving from ‘all orders’ to an or-

der; and moving back to ‘all orders.’ Consider the policy “whenever
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J𝑐K𝑣 = 𝑐, J𝑥K𝑣 = 𝑣 (𝑥 ), J𝑓 (𝑡1, ..., 𝑡𝑎 (𝑓 ) )K𝑣 = 𝑓 (J𝑡1K𝑣 , ..., J𝑡𝑎 (𝑓 ) K𝑣 )

𝑣, 𝑖 ⊨ 𝑒 (𝑡1, ..., 𝑡𝑎 (𝑒 ) ) iff 𝑒 (J𝑡1K𝑣 , ..., J𝑡𝑎 (𝑒 ) K𝑣 ) ∈ 𝐷𝑖

𝑣, 𝑖 ⊨ 𝑡 ≈ 𝑐 iff J𝑡K𝑣 = 𝑐

𝑣, 𝑖 ⊨ ∃𝑥. 𝜙 iff 𝑣 [𝑥 ↦→ 𝑑 ], 𝑖 ⊨ 𝜙 for some 𝑑 ∈ D
𝑣, 𝑖 ⊨ ¬𝜙 iff 𝑣, 𝑖 ⊭ 𝜙

𝑣, 𝑖 ⊨ 𝜙 ∧𝜓 iff 𝑣, 𝑖 ⊨ 𝜙 and 𝑣, 𝑖 ⊨ 𝜓
𝑣, 𝑖 ⊨ 𝜙 U𝐼 𝜓 iff 𝑣, 𝑗 ⊨ 𝜓 for 𝑗 ≥ 𝑖 with 𝜏 𝑗 − 𝜏𝑖 ∈ 𝐼 and 𝑣, 𝑘 ⊨ 𝜙 for all 𝑘 ∈ [𝑖, 𝑗 )
𝑣, 𝑖 ⊨ 𝜙 S𝐼 𝜓 iff 𝑣, 𝑗 ⊨ 𝜓 for 𝑗 ≤ 𝑖 with 𝜏𝑖 − 𝜏 𝑗 ∈ 𝐼 and 𝑣, 𝑘 ⊨ 𝜙 for all 𝑘 ∈ ( 𝑗, 𝑖 ]

Figure 3: MFOTL semantics for a fixed, infinite trace 𝜎

some Process(𝑑,𝑢, 𝑝) occurs, then GiveConsent(𝑢, 𝑝) must have pre-

viously occurred.” If 𝜅 (Process) = S, i.e., data processing is suppress-
able, a sound PDP would typically prevent displaying an order 𝑖 when-

ever user Client (𝑖) has not previously consented to marketing.

2.2.2 Metric First-Order Temporal Logic (MFOTL). Let Var be a set
of variables. A signature is a quadruple Σ = (D,E, F, 𝜄), where D
is a set of domain values; E is a set of event names; F is a set of
function symbols, where each 𝑓 ∈ F has an associated function 𝑓 ;
and 𝜄 : E ∪ F→ N is an arity function.

Example 3. The trace

𝜎1 = ( (0, {GiveConsent(A, marketing) ), (1, {Process(d, A, marketing) } ) )
describes a system execution where user A consents to their data being
used for marketing at time 0, and data d of user A is processed for

marketing at time 1.

In this work, we will use Metric First-Order Temporal Logic
(MFOTL) [12, 24] as a policy language. Consider the following
MFOTL syntax with function applications and let bindings [88]:

𝑡 ::= 𝑐 | 𝑥 | 𝑓 (𝑡, . . . , 𝑡)
𝜙 ::= ⊤ | e(𝑡, . . . , 𝑡) | 𝑡 ≈ 𝑡 | ¬𝜙 | 𝜙 ∧ 𝜙 | ∃𝑥 . 𝜙
| 𝜙 U𝐼 𝜙 | 𝜙 S𝐼 𝜙 | let 𝑒 (𝑥, . . . , 𝑥) = 𝜙 in 𝜙,

where 𝑐 ∈ D, 𝑥 ∈ Var, 𝑓 ∈ F, 𝑒 ∈ E, and 𝐼 ∈ I ranges over non-empty
intervals in N. We use standard abbreviations ⊥ := ¬⊤, 𝜙 → 𝜓 :=
¬𝜙 ∨𝜓 , 𝜙 ↔ 𝜓 := (𝜙 → 𝜓 ) ∧ (𝜓 → 𝜙), ∀𝑥 . 𝜙 := ¬(∃𝑥 . ¬𝜙), ♦𝐼 𝜙 :=
⊤U𝐼 𝜙 (eventually), ♦𝐼 𝜙 := ⊤ S𝐼 𝜙 (once), □𝐼 𝜙 := ¬ ♦𝐼 ¬𝜙 (always),
and omit [0,∞) intervals from the subscript of temporal operators.
We write 𝑥 and 𝑡 for sequences of domain variables or terms.

Example 4. The following formula formalizes rule R1 from Exam-

ple 1 using the predicates from Example 2

□(∀𝑑,𝑢, 𝑝. Process(𝑑,𝑢, 𝑝) → IsLawful(𝑑,𝑢, 𝑝)).

Given a valuation 𝑣 : Var → D, we define the evaluation of
a term 𝑡 as J𝑡K𝑣 in Figure 3 (top). The MFOTL formula 𝜙 being
satisfied at time-point 𝑖 of trace 𝜎 under valuation 𝑣 is denoted as
𝑣, 𝑖 ⊨𝜎 𝜙 . The relation ⊨ is inductively defined in Figure 3. We omit
𝜎 whenever it is clear from the context. The semantics of let is
defined using a standard unrolling definition [88]. If 𝜙 is closed, we
write 𝜎 ⊨ 𝜙 to denote ∀𝑣, 𝑖 . 𝑣, 𝑖 ⊨𝜎 𝜙 .

2.2.3 MFOTL enforcement. A specification is a triple S = (Σ, 𝜙, 𝜅),
where Σ is a signature, 𝜙 is a closed MFOTL formula over Σ, and
𝜅 : E→ K gives the PEP’s capabilities. We say that S is enforceable

iff it is possible to make any trace 𝜎 satisfy 𝜙 by suppressing events
𝑒 (𝑑1, . . . , 𝑑𝜄 (𝑒 ) ) in 𝜎 such that S ⊑ 𝜅 (𝑒) and causing additional
events 𝑒 (𝑑1, . . . , 𝑑𝜄 (𝑒 ) ) such that C ⊑ 𝜅 (𝑒).

Hublet et al. [45] describe a PDP algorithm and a tool, called
EnfGuard, that enforce an expressive family of MFOTL specifica-
tions. They syntactically define a fragment of MFOTL, called EM-
FOTL, that is enforceable by their algorithm. The EMFOTL frag-
ment is defined using type judgments of the form Γ ⊢ 𝜙 : 𝜏 , where
Γ : E → {S,C} and 𝜏 ∈ {S,C}. The judgment Γ ⊢ 𝜙 : C means
‘the formula 𝜙 can be satisfied by causing events mapped to C in Γ
and suppressing events mapped to S in Γ.’ The judgment Γ ⊢ 𝜙 : S
means ‘the formula 𝜙 can be made false’ under the same conditions
on Γ. EMFOTL contains all formulae 𝜙 such that Γ ⊢ 𝜙 : C.

Example 5. With the type system from [45], the formula from

Example 4 is typed to C under Γ ≡ Process ↦→ S. Hence this formula

is in EMFOTL. This matches the intuition that 𝜙 can be satisfied at

all times by suppressing Process whenever necessary, i.e., whenever
the processing is not lawful.

3 Enforcing CRE Specifications

We now introduce a new logic, called CRE, that provides natural se-
mantics for reasoning with constitutive, regulative, and exception
rules. CRE is parametric, supporting requirements written in vari-
ous object logics. We then show how, under some well-formedness
conditions, CRE[MFOTL] specifications (i.e., CRE specifications
with requirements written in MFOTL as the object logic) can be
compiled into equivalent MFOTL specifications. Proofs of all theo-
rems are given in the extended version of this paper [46].

3.1 The CRE logic

Constitutive rules declare certain facts as ‘counting as’ instances
of other facts. The facts defined by constitutive rules are called
institutional facts, while facts describing the system’s actions are
called brute facts (cf. Section 2.1). In CRE, we encode institutional
facts as internal predicates Pr(E′) = {𝑒 (𝑥) | 𝑒 ∈ E′, |𝑥 | = 𝜄′ (𝑒)},
where E′ is a fresh set of event names disjoint from E and 𝜄′ : E′ →
N is an arity function. The set of events E with arity function 𝜄 is
reserved for brute facts. Additionally, CRE uses a set of rule labels R
to identify rules and specify which rules are affected by exceptions.

Let F be the set of formulae over Σ′ = (D,E ∪ E′, F, 𝜄 ∪ 𝜄′).A
CRE policy is a triple Φ = (𝐶, 𝑅, 𝐸) such that:
• 𝐶 is a set of constitutive rules of the form 𝑟 : 𝜙 ⇒ 𝑝 , where
𝑟 ∈ R, 𝜙 ∈ F , and 𝑝 ∈ Pr(E′), reading ‘𝜙 counts as 𝑝;’
• 𝑅 is a set of regulative rules of the form 𝑟 : 𝜙 ⇒ 𝜓 , where
𝑟 ∈ R and 𝜙,𝜓 ∈ F , reading ‘if 𝜙 holds, then𝜓 shall hold;’
• 𝐸 is a set of exception rules of the form 𝑟 : 𝜙 ⇒ exc(𝑠), where
𝑟, 𝑠 ∈ R and 𝜙 ∈ F , reading ‘if 𝜙 holds, then rule 𝑠 shall not
apply’; and
• Each label is used at most once before ‘:’ in all of 𝐶 ∪ 𝑅 ∪ 𝐸.

CRE’s regulative rules are all obligation rules. Permissions can be
formalized by combining obligations and exceptions [13].

Assume that the formulae F are associated with a logic𝑋 whose
semantics is captured by judgments of the form 𝛾 ⊨𝜎 𝜙 , where 𝛾 is a
context, 𝜎 is a structure, and 𝜙 ∈ F . The logic CRE[𝑋 ] extends this
semantics with the three rules in Figure 4, expressed as judgments
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[con] 𝛾 ⊨Φ𝜎 𝑝 iff ∃𝑟, 𝜙. 𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶 and 𝛾 ⊨Φ𝜎 𝜙 ∧ ¬exc(𝑟 )
[reg] 𝛾 ⊨Φ𝜎 comply(𝑟 ) iff ∃𝜙,𝜓 . 𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅 and 𝛾 ⊨Φ𝜎 (𝜙 → 𝜓 ) ∨ exc(𝑟 )
[exc] 𝛾 ⊨Φ𝜎 exc(𝑠 ) iff ∃𝑟, 𝜙. 𝑟 : 𝜙 ⇒ exc(𝑠 ) ∈ 𝐸 and 𝛾 ⊨Φ𝜎 𝜙 ∧ ¬exc(𝑟 )

Figure 4: Semantics of CRE

𝛾 ⊨Φ𝜎 𝜙 . This construction can be applied to various object logics.
For propositional logic, the context 𝛾 is empty and 𝜎 is a set of
propositions. For first-order logic, the context 𝛾 is a valuation and
𝜎 is a first-order structure. Here, for MFOTL, the context 𝛾 is a
pair 𝑣, 𝑖 of a valuation and time-point and 𝜎 is a trace. We call the
resulting logic CRE[MFOTL].

As above, we omit the subscript of ⊨ if there is no ambiguity.
Given a constitutive rule 𝑟 : 𝜙 ⇒ 𝑝 , the con case in Figure 4 states
that 𝑝 holds under𝛾 if𝜙 holds and no exception to rule 𝑟 is activated.
Given a regulative rule 𝑟 : 𝜙 ⇒ 𝜓 , reg states that 𝑟 is complied
with under 𝛾 , denoted 𝛾 ⊨Φ𝜎 comply(𝑟 ), if either 𝜙 → 𝜓 holds under
𝛾 or an exception to 𝑟 is activated. Lastly, given an exception rule 𝑟 :
𝜙 ⇒ exc(𝑠), exc activates an exception to 𝑠 , denoted 𝛾 ⊨Φ exc(𝑠), if
𝜙 holds under𝛾 and no exception to 𝑟 is activated. A CRE policyΦ =

(𝐶, 𝑅, 𝐸) is complied with, denoted 𝛾 ⊨ Φ, when all of its regulative
rules are complied with, i.e., ∀𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅. 𝛾 ⊨Φ comply(𝑟 ).

Example 6. Consider a CRE policy Φ with the following rules:

r1 : ♦GiveConsent(𝑢, 𝑝 ) ⇒ IsLawful(𝑑,𝑢, 𝑝 ) ∈ 𝐶
r2 : Process(𝑑,𝑢, 𝑝 ) ⇒ IsLawful(𝑑,𝑢, 𝑝 ) ∈ 𝑅
r3 : JudicialOrder(𝑢 ) ⇒ exc(r2) ∈ 𝐸

Rules r1 and r2 formalize the two rules in Example 1. Rule r3 states
that if a judicial order to access 𝑢’s data exists, then rule r2 no longer
applies. Now, consider these traces:

𝜎1 = ( (0, {GiveConsent(A, marketing) ), (1, {Process(d, A, marketing) } ) )
𝜎2 = ( (0, ∅), (1, {Process(d, A, marketing), JudicialOrder(A) } ) ) .

Both 𝜎1 and 𝜎2 comply with Φ at time-point 1 under 𝑣 = {𝑑 ↦→
d, 𝑢 ↦→ A, 𝑝 ↦→ marketing}. In both cases, the only regulative rule to

be complied with is r2. Compliance with r2 is achieved when either

Process(𝑑,𝑢, 𝑝) → IsLawful(𝑑,𝑢, 𝑝) holds or an exception to r2 is

activated. The latter is the case iff JudicialOrder(𝑢) holds.
In 𝜎1, we have 𝑣, 1 ⊨𝜎1 Process(𝑑,𝑢, 𝑝). Moreover, as 𝑣, 0 ⊨𝜎1

GiveConsent(𝑢, 𝑝), we have 𝑣, 1 ⊨𝜎1 ♦GiveConsent(𝑢, 𝑝). We use

the constitutive rule r1, which has the premise ♦GiveConsent(𝑢, 𝑝),
to establish 𝑣, 1 ⊨Φ𝜎1 IsLawful(𝑑,𝑢, 𝑝). We therefore have 𝑣, 1 ⊨Φ𝜎1
Process(𝑑,𝑢, 𝑝) → IsLawful(𝑑,𝑢, 𝑝), and hence 𝑣, 1 ⊨Φ𝜎1 comply(r2).
In 𝜎2, we have 𝑣, 1 ⊨𝜎2 JudicialOrder(𝑢). Using the exception rule r3,
we get 𝑣, 1 ⊨Φ𝜎2 exc(r2); therefore 𝑣, 1 ⊨

Φ
𝜎2 comply(r2).

As in Merigoux et al. [61], we define a dependency relation ⊲Φ
between constitutive and exception rules, where 𝑟 ⊲Φ 𝑠 iff either
some 𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶 and 𝑝 occurs in the left-hand side of the rule
labeled by 𝑠 , or some 𝑟 : 𝜙 ⇒ exc(𝑠) ∈ 𝐸. A policy is acyclic if ⊲Φ
has no cycles. Acyclicity excludes circular or self-referential rules
and is required to compile CRE[MFOTL] to MFOTL.

3.2 Compiling CRE[MFOTL] to MFOTL

Any acyclic CRE[MFOTL] specification can be compiled into an
equivalent MFOTL specification by introducing fresh exception
predicates and let bindings.

Algorithm 1 CRE[MFOTL] to MFOTL compilation
1: Input: S = (Σ,Φ, 𝜅 ) with Σ = (D,E, F, 𝜄 ) ; acyclic Φ = (𝐶,𝑅, 𝐸 )
2: 𝐼 ← {𝑠 ↦→ 𝑒𝑠 (𝑥exc(𝑠 ) ) | 𝑟 : 𝜙 ⇒ exc(𝑠 ) ∈ 𝐸}
3: 𝑅′ ← {𝑟 : 𝜙 ∧¬𝐼 [𝑟 ] ⇒ 𝜓 | 𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅, 𝑟 ∈ 𝐼 } ∪ {𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅 | 𝑟 ∉ 𝐼 }
4: 𝐶𝐸 ← {𝑟 : 𝜙 ⇒ 𝐼 [𝑠 ] | 𝑟 : 𝜙 ⇒ exc(𝑠 ) ∈ 𝐸}
5: E0 ← {𝑝 | 𝑝 ∉ E ∧ 𝑝 occurs in𝐶 ∪ 𝑅 ∪ 𝐸} \ {𝑝 | 𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶 }
6: 𝐶0 ← {𝑧𝑝 : ⊥ ⇒ 𝑝 | 𝑝 ∈ E0 }
7: 𝐶′ ← 𝐶 ∪𝐶𝐸 ∪𝐶0
8: 𝐶′ ← {𝑟 : 𝜙∧¬𝐼 [𝑟 ] ⇒ 𝑝 | 𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶′, 𝑟 ∈ 𝐼 }∪{𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶′ | 𝑟 ∉ 𝐼 }
9: [ (𝜙1, 𝑝1 ), . . . , (𝜙𝑘 , 𝑝𝑘 ) ] ← collect(topological_sort⊲Φ (𝐶

′ ) )
10: for 𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅′ do 𝑥𝑟 ← free_variables(𝜙 → 𝜓 ) endfor
11: 𝜙 ← let𝑝1 = 𝜙1 in . . . let𝑝𝑘 = 𝜙𝑘 in

∧
𝑟 :𝜙⇒𝜓 ∈𝑅′ (∀𝑥𝑟 . 𝜙 → 𝜓 )

12: Output: S′ = (Σ′, 𝜙, 𝜅 ) where Σ′ = (D,E \ {𝑝𝑖 | 1 ≤ 𝑖 ≤ 𝑘 }, F, 𝜄 )

Algorithm 2 Auxiliary function collect

1: function collect(𝐿)
2: 𝑃, 𝐿′ ← ∅, [ ]
3: for 𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐿 do

4: if 𝑝 ∉ 𝑃 then (𝑃, 𝐿′ ) ← (𝑃 ∪ {𝑝 }, 𝐿′ · [ (∨𝑟 :𝜙⇒𝑝∈𝐿 𝜙, 𝑝 ) ] ) endif

5: endfor

6: return 𝐿′

7: end function

Our compilation algorithm is given in Algorithms 1–2. It assumes
that (1) all constitutive rules in Φ have been normalized so that,
for each internal 𝑒 ∈ E′, all rules constituting some 𝑝 = 𝑒 (𝑥)
have a fixed sequence of variables 𝑥 = 𝑥𝑒 , and (2) all exception
rules constituting some exc(𝑠) have a fixed sequence of variables
𝑥 = 𝑥exc(𝑠 ) that is a subset of the free variables of 𝑠 . Algorithm 1
first creates a fresh predicate 𝐼 [𝑟 ] = 𝑒𝑟 (𝑥exc(𝑟 ) ) for any rule 𝑟 that
has at least one exception (l. 2). It then inserts ¬𝐼 [𝑟 ] in the left-hand
side of rule 𝑟 (l. 3) and replaces exc(𝑠) by 𝐼 [𝑠] in the right-hand side
of exception rules, turning them into constitutive rules (l. 3–4). All
internal predicates that are never constituted in Φ are collected (l. 5)
and a new constitutive rule 𝑧𝑝 : ⊥ ⇒ 𝑝 is created for each of them
(l. 6). Next, all constitutive rules are collected and negated exception
predicates are inserted where needed (l. 7–8). The algorithm then
topologically sorts the rules with respect to the order ⊲Φ on rule
labels and merges these rules 𝑟1 : 𝜙1 ⇒ 𝑝, . . . , 𝑟𝑘 : 𝜙𝑘 ⇒ 𝑝 that
define the same predicate 𝑝 into a single pair (𝜙1 ∨ · · · ∨ 𝜙𝑘 , 𝑝)
(Algorithm 1, l. 9 and Algorithm 2). Finally, it compiles every pair
(𝜙, 𝑝) into a let binding let𝑝 = 𝜙 in ..., preserving the same order
as before, and compiles the set of (rewritten) regulative rules into a
conjunction of implications, where the rule 𝑟 : 𝜙 ⇒ 𝜓 is turned into
a closed ∀𝑥 . 𝜙 → 𝜓 (Algorithm 1, l. 11). This translation is sound:

Theorem 1. Fix S = (Σ,Φ, 𝜅), where Φ is acyclic. Let S′ =

(Σ′, 𝜙, 𝜅) be the output of Algorithm 1. Then, for any valuation 𝑣 and

𝑖 ∈ N, we have 𝑣, 𝑖 ⊨ 𝜙 ⇐⇒ 𝑣, 𝑖 ⊨ Φ.

Example 7. The specification Φ in Example 6 translates to

𝜙 = let IsLawful(𝑑,𝑢, 𝑝 ) = ♦GiveConsent(𝑢, 𝑝 ) in
let𝑒r2 (𝑑,𝑢, 𝑝 ) = JudicialOrder(𝑢 ) in
□(∀𝑑,𝑢, 𝑝. Process(𝑑,𝑢, 𝑝 ) ∧ ¬𝑒r2 (𝑑,𝑢, 𝑝 ) → IsLawful(𝑑,𝑢, 𝑝 ) ),

using the topological order r1, r3, r2.

3.3 Enforceability of CRE[MFOTL] policies

The typing rules shown in Figure 5 extend the enforceability type
system for MFOTL [45] (see Section 2.2.3) to an enforceability type
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𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅 𝑥 = fv(𝜙 ) ∪ fv(𝜓 ) Γ ⊢Φ ∀𝑥. 𝜙 → 𝜓 : C
regI

Γ ⊢Φ comply(𝑟 ) : C

𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅 𝑥 = fv(𝜙 ) ∪ fv(𝜓 ) Γ ⊢Φ ∀𝑥. 𝜙 ∧ ¬𝜓 → exc(𝑟 ) : C
regE

Γ ⊢Φ comply(𝑟 ) : C

𝑟 : 𝜙 ⇒ exc(𝑠 ) ∈ 𝐸 Γ ⊢Φ 𝜙 : C Γ ⊢Φ exc(𝑟 ) : S
excC

Γ ⊢Φ exc(𝑠 ) : C

∀𝑟 : 𝜙 ⇒ exc(𝑠 ) ∈ 𝐸. (Γ ⊢Φ 𝜙 : S or Γ ⊢Φ exc(𝑟 ) : C)
excS

Γ ⊢Φ exc(𝑠 ) : S

𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶 Γ ⊢Φ 𝜙 : C Γ ⊢Φ exc(𝑟 ) : S
conC

Γ ⊢Φ 𝑝 : C

∀𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶. (Γ ⊢Φ 𝜙 : S or Γ ⊢Φ exc(𝑟 ) : C)
conS

Γ ⊢Φ 𝑝 : S

Figure 5: Typing rules for CRE[MFOTL] policies

system for CRE[MFOTL]. The first two rules, regI and regE, for-
malize the enforceability of a regulative rule 𝑟 : 𝜙 ⇒ 𝜓 , denoted
Γ ⊢ comply(𝑟 ) : C. This rule is enforceable when 𝜙 → 𝜓 can be sat-
isfied for all valuations at all times, i.e., when ∀𝑥 . 𝜙 → 𝜓 is enforce-
able, where 𝑥 contains all free variables of 𝜙 → 𝜓 (Rule regI). Alter-
natively, this rule is also enforceable if, whenever 𝜙 ∧ ¬𝜓 holds, an
exception to 𝑟 can be activated. This is the case when ∀𝑥 . 𝜙 ∧¬𝜓 →
exc(𝑟 ) is enforceable (Rule regE). The rules excC and conC pro-
vide sufficient conditions for the causability of exceptions and pred-
icates. Given a constitutive rule 𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶 , the predicate 𝑝 is
causable if 𝜙 is causable and the exception exc(𝑟 ) is suppressable;
the case of exception rules is similar. The rules excS and conS pro-
vide sufficient conditions for the suppressability of exceptions and
predicates. The predicate 𝑝 is suppressable if for any constitutive
rule 𝑟 : 𝜙 ⇒ 𝑝 ∈ 𝐶 , either 𝜙 is suppressable or exc(𝑟 ) is causable.

We define ECRE[MFOTL] as the set of all Φ = (𝐶, 𝑅, 𝐸) in
CRE[MFOTL] such that for all 𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅, Γ ⊢ comply(𝑟 ) : C.
All ECRE[MFOTL] policies compile to EMFOTL formulae:

Theorem 2. Fix S = (Σ,Φ, 𝜅) such that Φ ∈ ECRE[MFOTL] and
Φ is acyclic. Let S′ = (Σ′, 𝜙, 𝜅) be the output of Algorithm 1. Then

𝜙 ∈ EMFOTL.

As a corollary, both 𝜙 and Φ are enforceable.

Example 8. Assuming that 𝜅 = {Process ↦→ S,GiveConsent ↦→
O, JudicialOrder ↦→ O}, then the policy Φ from Example 6 is enforce-

able. To see this, let Γ ≡ Process : S. A sequent Γ ⊢Φ comply(r2) : C
can be derived by first applying the rule regI as follows

r2 : Process(𝑑,𝑢, 𝑝 ) ⇒ IsLawful(𝑑,𝑢, 𝑝 ) ∈ 𝑅
{𝑑,𝑢, 𝑝 } = fv(Process(𝑑,𝑢, 𝑝 ) ) ∪ fv(IsLawful(𝑑,𝑢, 𝑝 ) )
Γ ⊢Φ ∀𝑑,𝑢, 𝑝. Process(𝑑,𝑢, 𝑝 ) → IsLawful(𝑑,𝑢, 𝑝 ) : C

regI

Γ ⊢Φ comply(r2) : C

and then, as in Example 4, using the rules from [45] to get Γ ⊢Φ
∀𝑑,𝑢, 𝑝. Process(𝑑,𝑢, 𝑝) → IsLawful(𝑑,𝑢, 𝑝) : C.

4 Refining CRE Specifications

In practice, some legal concepts are underspecified. Thus, specifica-
tions must be accompanied by a mapping between concrete events

𝜙 ⇕+ 𝜓 := 𝜙 =⇒ 𝜓 𝜙 ⇕− 𝜓 := 𝜙 ⇐= 𝜓

refl
𝑆, Γ ;id 𝑆, Γ

𝑆1, Γ1 ;𝜋1 𝑆2, Γ2 𝑆2, Γ2 ;𝜋2 𝑆3, Γ3
trans

𝑆1, Γ1 ;𝜋1◦𝜋2 𝑆3, Γ3

𝐶′ = 𝐶 ∪ {𝑟 : 𝜙 ⇒ 𝑒 (𝑥1, . . . , 𝑥𝑘 ) } events(𝜙 ) \ E = {𝑒1, . . . , 𝑒ℓ }
E′ = E \ {𝑒 } ∪ {𝑒1, . . . , 𝑒ℓ } 𝜄′ = 𝜄 [𝑖 . 𝑒𝑖 ↦→ 𝑘𝑖 ] \ {𝑒 }
𝜅′ = 𝜅 [𝑖 . 𝑒𝑖 ↦→ 𝜏𝑖 ] \ {𝑒 } Γ′ = Γ [𝑖 . 𝑒𝑖 ↦→ 𝜏 ′𝑖 ] \ {𝑒 }

∀𝑖 . 𝜏 ′𝑖 ⊑ 𝜏𝑖 Γ′ ⊢ 𝜙 : Γ (𝑒 ) �𝑟 ′, 𝜙 ′, 𝑥 ′ . 𝑟 ′ : 𝜙 ′ ⇒ 𝑒 (𝑥 ′ ) ∈ 𝐶
𝜋 = map𝑒 (𝑥1,...,𝑥𝑘 ),𝜙,{𝑒1,...,𝑒ℓ } ref

( (D,E, F, 𝜄 ), (𝐶,𝑅, 𝐸 ), 𝜅 ), Γ ;𝜋 ( (D,E′, F, 𝜄′ ), (𝐶′, 𝑅, 𝐸 ), 𝜅′ ), Γ′

𝑅′ = 𝑅 ∪ {𝑟 : 𝜙 ′ ⇒ 𝜓 ′ } \ {𝑟 : 𝜙 ⇒ 𝜓 }

𝜙 ′ → 𝜓 ′ =⇒ 𝜙 → 𝜓 Γ ⊢(𝐶,𝑅′,𝐸) comply(𝑟 ) : C
imp𝑅( (D,E, F, 𝜄 ), (𝐶,𝑅, 𝐸 ), 𝜅 ), Γ ;id ( (D,E, F, 𝜄 ), (𝐶,𝑅′, 𝐸 ), 𝜅 ), Γ

Figure 6: CRE[MFOTL] refinement rules

1: functionmap𝑒 (𝑥1,...,𝑥𝑘 ),𝜙,𝐸 (⟨ (𝜏𝑖 , 𝐷𝑖 )𝑖∈N ⟩)
2: for 𝑖 ∈ N do 𝐷 ′𝑖 ← 𝐷𝑖 ∪ {𝑒 (𝑣 (𝑥1 ), . . . , 𝑣 (𝑥𝑘 ) ) | 𝑣, 𝑖 ⊨𝜎 𝜙 }
3: 𝐷 ′𝑖 ← 𝐷 ′𝑖 \ {𝑒 (𝑑 ) | (𝑑1, . . . , 𝑑𝜄 (𝑒 ) ) ∈ D𝜄 (𝑒 ) , 𝑒 ∈ 𝐸} endfor
4: return ⟨ (𝜏𝑖 , 𝐷 ′𝑖 )𝑖∈N ⟩
5: end function

Figure 7: map function used in Figure 6

describing system actions and abstract events capturing legal no-
tions. The legal validity of the interpretation provided by this map-
ping must be checked by legal experts. This approach supports
reusing the same specification in different systems with different
events by providing different mappings. This is a natural case for
refinement techniques [2, 18, 80] in which a concrete specification
implements an abstract specification.

Following a standard notion of refinement [2], we say that a
concrete specification Scon refines an abstract specification Sabs
modulo a refinement mapping 𝜋 from concrete to abstract traces
whenever 𝜎 ⊨ Scon implies 𝜋 (𝜎) ⊨ Sabs. The refinement mapping
specifies how to translate concrete events into abstract events. As
enforceable specifications are needed for runtime enforcement, our
notion of enforcement must guarantee that enforceability holds
for all refinements: if Sabs is enforceable, then Scon refining Sabs
must be enforceable, too. Next, we define a notion of refinement
for CRE[MFOTL] specifications that achieves this.

Enforceable refinement of CRE[MFOTL]. Our notion of refinement
is based on the rules in Figure 6. We write Scon ⪯𝜋 Sabs, reading
“Scon refines Sabs under refinement mapping 𝜋” iff there exist Γabs
and Γcon such that Γabs ⊢ Sabs : C, and Sabs, Γabs ;𝜋 Scon, Γcon
can be derived using these rules.

Our refinement rules can be divided into three groups. The first
group consists of the rules refl and trans, which specify the re-
lation; as reflexive and transitive. The second group contains the
single rule ref, which introduces the (legal) claim that a combina-
tion of concrete events should be interpreted as an abstract event.
Namely, it introduces a new constitutive rule 𝑟 : 𝜙 ⇒ 𝑒 (𝑥), where 𝑒
is an abstract event. New concrete events 𝑒1, . . . , 𝑒ℓ contained in 𝜙

are added to the signature together with their capabilities 𝜏1, . . . , 𝜏ℓ .
The typing environment Γ is updated to Γ′ by setting the types of
each 𝑒𝑖 to 𝜏 ′𝑖 ⊑ 𝜏𝑖 . This choice of Γ′ must ensure that Γ′ ⊢ 𝜙 : Γ(𝑒),
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i.e., the capabilities of the concrete events contained in 𝜙 must en-
sure that the abstract event 𝑒 retains the capability Γ(𝑒). For in-
stance, if 𝑒 was suppressable in the abstract specification, then 𝜙

must be suppressable in the concrete specification. The mapping 𝜋
from concrete to abstract events performed in this step is described
by the map𝑒 (𝑥1,...,𝑥𝑘 ),𝜙,{𝑒1,...,𝑒ℓ } function in Figure 7: at each time-
point, new 𝑒 events are added whenever 𝜙 holds (l. 2) and events
that occur in 𝜙 but not in the abstract signature are removed (l. 3).

The third group contains the rules imp𝑅 , imp𝐶 , and imp𝐸 used to
strengthen requirements. For space reasons, the refinement rules
imp𝐶 and imp𝐸 are presented in the extended version of this pa-
per [46]. The rule imp𝑅 replaces a rule 𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅 by a new
rule 𝑟 : 𝜙 ′ ⇒ 𝜓 ′ whenever 𝜙 ′ → 𝜓 ′ implies 𝜙 → 𝜓 and the new
rule is enforceable. Similarly, the rules imp𝐶 and imp𝐸 allow for the
strengthening of the premisses of constitutive and exception rules
under conditions that guarantee the soundness of the refinement.

Example 9. Consider the policy Φ in Example 6. Suppose we have

a web app that registers users’ clicks on a consent banner that reads ‘I

accept that my data is used for marketing.’ We can encode this as an

observable event ClickBanner(𝑢) and introduce the constitutive rule
r4 : ♦ClickBanner(𝑢 ) ∧ 𝑝 ≈ "marketing"⇒ GiveConsent(𝑢, 𝑝 ) ∈ 𝐶

to encode ‘a user 𝑢 clicking the consent banner counts as 𝑢 consenting

for marketing.’ This uses rule ref in Figure 6.

In contrast, suppose that our app has a non-suppressableUserInput
event. Then one cannot introduce the new rule

r5 : UserInput(𝑑,𝑢, 𝑝 ) ⇒ Process(𝑑,𝑢, 𝑝 ) ∈ 𝐶

since Process was suppressable in Φ but UserInput(𝑑,𝑢, 𝑝) cannot be
suppressed. Hence, rule ref is not applicable.

The rule imp𝐶 , shown in the extended version of this paper [46],

allows us to strengthen the rule r1 to express that ‘lawfulness holds
only when consent has been given within a day’s time,’ i.e.,

r1 : ♦[0,1 day] GiveConsent(𝑢, 𝑝 ) ⇒ IsLawful(𝑑,𝑢, 𝑝 ) ∈ 𝐶.

This strengthening is sound because it introduces a more restrictive

definition of lawfulness. When enforced under this more restrictive

definition, the resulting policy implies Φ. We formalize this in the

extended version of this paper [46] via a notion of policy monotonicity
with respect to a predicate.

Our definition fulfills the two desired properties:

Theorem 3. If Scon ⪯𝜋 Sabs and 𝜎 ⊨ Scon, then 𝜋 (𝜎) ⊨ Sabs.

Theorem 4. If Scon ⪯𝜋 Sabs and Sabs is enforceable, then Scon
is enforceable.

5 Compliance by Design Using LEX
We now give a detailed account of our methodology, focusing on
enforcing key GDPR requirements in a microblogging app.

Our tools are free software. The Lex compiler, implemented in
OCaml, has about 12,000 lines of code and is available at this link.

5.1 Threat model

We consider a developer and a lawyer collaborating to produce a
compliant application. The application and the law are fixed, with
the former given as a functional specification and the latter in its

Art. 5 GDPR. Principles relating to processing of personal data
(1) Personal data shall be:

(a) processed lawfully, fairly and in a transparent manner in rela-

tion to the data subject. [...]

Art. 6 GDPR. Lawfulness of processing
(1) Processing shall be lawful only if and to the extent that at least

one of the following applies:

(a) the data subject has given consent to the processing of his or

her personal data for one or more specific purposes; [...]

(f) processing is necessary for the purposes of the legitimate inter-

ests pursued by the controller or by a third party, except where

such interests are overridden by the interests or fundamental

rights and freedoms of the data subject which require protection

of personal data, in particular where the data subject is a child.

Figure 8: Text of Articles 5(1)(a), 6(1)(a), 6(1)(f) GDPR [1]

original natural-language form. Both the developer and the lawyer
are honest. In particular, the lawyer does not promote interpreta-
tions that contradict a legal consensus, while the developer cor-
rectly and faithfully instruments the application code. The applica-
tion’s potential users and maintainers are deemed unable to bypass
or deactivate any enforcement mechanisms. They can, however,
use all documented features of the developed application.

The compiler, instrumentation library [39], PDP tool [45], and
Python libraries are trusted software. Any compliance breach caused
solely by bugs in these components is out of the scope of this paper.

5.2 Formalizing the law in Lex
The original text of Articles 5(1)(a), 6(1)(a), and 6(1)(f) of the GDPR
is shown in Figure 8 and the corresponding Lex code in Figure 10.

5.2.1 Syntax. Lex is a specification language based onCRE[MFOTL].
It provides four main types of statements:
• Section labels (keywords: law, article, etc.) reflect the law’s
structure and are ignored by the Lex compiler.
• Type declarations (keyword: type) specify the kinds of ob-
jects that the law refers to. Types are left out in CRE[MFOTL].
• Event declarations (keyword: event) correspond to the sig-
nature Σ and capabilities 𝜅 of CRE[MFOTL]. Internal events
(those defined by constitutive rules) are marked as internal.
• Rule declarations (keyword: rule) define rules as in CRE,
using a human-friendly syntax: e.g., 𝑟 : 𝜙 ⇒ 𝜓 ∈ 𝑅 becomes
rule 𝑟 whenever 𝜙 oblige𝜓 . Lex uses keywords instead of
symbols (e.g., ONCE for ♦) in formulae. It also adds syntactic
sugar to CRE[MFOTL] by supporting the conjunction of
several formulae, predicates, or exceptions (one per line) on
each side of a rule.

Figure 9 contrasts Lex and CRE[MFOTL] syntax.

5.2.2 Formalization. To formalize Article 5, we first declare types
capturing data processing activities, data, data subjects, legal bases,
purposes, and entities (l. 5–9 of Figure 10) . The legal_basis and
purpose types are subtypes of string. Next, we declare events.
The DataProcessing event (l. 12–17) encodes data processing by a
processor on behalf of a controller for a given purpose. It is marked
as suppressable, e.g., the PEP can prevent data processing to avoid
violations. The documentation string (docstring) in triple quotes

https://github.com/francois-hublet/lex
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Lex

law 𝑙𝑏𝑙 ["title"] [𝜏] event 𝑒 rule 𝑟 rule 𝑟 rule 𝑟
article 𝑙𝑏𝑙 ["title"] """<docstring>""" whenever whenever whenever
paragraph 𝑙𝑏𝑙 . . . 𝑥1 : 𝑡1 𝜙1 𝜙1 𝜙1
point 𝑙𝑏𝑙 . . . . . . . . . . . . . . .
. . . 𝑥𝑘 : 𝑡𝑘 𝜙𝑘 𝜙𝑘 𝜙𝑘

(constitute |refine) oblige except
𝜏 ::= observable 𝑝1 𝜓1 𝑙𝑏𝑙1

type 𝑡1 [is 𝑡2] | suppressable . . . . . . . . .
"""<docstring>""" | causable | internal 𝑝ℓ 𝜓ℓ 𝑙𝑏𝑙ℓ

CRE[MFOTL] n.a.
𝑒 ∈ E 𝑟1 :

𝑘
∧
𝑖=1

𝜙𝑖 ⇒ 𝑝1 ∈ 𝐶 𝑟1 :
𝑘
∧
𝑖=1

𝜙𝑖 ⇒ 𝜓1 ∈ 𝑅 𝑟1 :
𝑘
∧
𝑖=1

𝜙𝑖 ⇒ exc(𝑠1 ) ∈ 𝐸
𝜄 (𝑒 ) = 𝑘 . . . . . . . . .

𝜅 (𝑒 ) = O, S,C... 𝑟ℓ :
𝑘
∧
𝑖=1

𝜙𝑖 ⇒ 𝑝ℓ ∈ 𝐶 𝑟ℓ :
𝑘
∧
𝑖=1

𝜙𝑖 ⇒ 𝜓ℓ ∈ 𝑅 𝑟ℓ :
𝑘
∧
𝑖=1

𝜙𝑖 ⇒ exc(𝑠ℓ ) ∈ 𝐸

Figure 9: Correspondence between the Lex and CRE[MFOTL] syntax

on l. 13 describes the event’s legal meaning. The PersonalData
event encodes that data is personal to a data subject (l. 19–22).
The IsLawful, IsFair, and IsTransparent events denote that an
activity is lawful, fair, and transparent, respectively (l. 23–34), and
HasPurpose encodes that an activity has a given purpose (l. 42–45).
IsLawful is marked as internal as Article 6 defines ‘lawfulness.’

We can now state the regulative rule in Article 5(1)(a) (l. 42–
50). This rule expresses that whenever personal data is processed
(l. 52–53), processing must be lawful, fair, and transparent (l. 55–57).
The annotation enforceable suppressing condition[0] (l. 58)
instructs Lex to type the rule to C by suppressing the first premiss,
i.e., DataProcessing, whenever needed.

Article 6(1)(a) and 6(1)(f) give two sufficient conditions for law-
fulness: user consent for all current purposes of processing (event
GiveConsent, l. 64–68) and legitimate interest of the controller or
a third party (l. 69–73). Article 6(1)(a) constitutes lawfulness when
consent has been given by the data subject, in the past or present,
to process their data. This translates to the constitutive rule l. 84–
90. Since consent may be given at any point prior to processing, we
use the temporal keyword ONCE before GiveConsent on l. 88.

Article 6(1)(f) contains an exception to processing based on “legit-
imate interest” when “such interests are overridden by the interests
[...] of the data subject.”We formalize this by two rules. The first rule
(l. 94–99) constitutes lawfulness when legitimate interest is claimed.
The second rule (l. 101–106) creates an exception to the first rule
when the interests of the data subject prevail (event l. 75–79).

5.3 Refining the formalization in Lex
We now refine the above specification of a GDPR fragment into a
concrete specification for our target system.

5.3.1 Syntax. Lex provides the following syntax:

• Type refinements, declared as refine type... is..., map an
abstract type to a concrete type.
• Event refinements (Rule ref in Figure 11) are declared in
a similar way as constitutive rules, but using the keyword
refine instead of constitute. To refine an event to ⊤ (i.e.,
claim it always occurs) or ⊥ (i.e., claim it never occurs), the
syntax assume (true|false) can be used.
• Strengthening and weakening (Rules imp𝐶 , imp𝑅 , imp𝐸 ) are
declared as replace (strengthen | weaken)... by... where
both keywords can be followed by multiple rule labels.

5.3.2 Target application and enforcement approach. Consider a
microblogging application in which users can post text messages
and read each other’s posts. To enforce Articles 5(1) and 6(1)(a),(f),
we can prevent reading a user’s personal data from, or writing it
to, the database when the user has not consented to the current
purpose of processing. Moreover, we assume that legal experts
want to make the (informal) claim that fairness and transparency
are always guaranteed by the system’s overall design.

Formalization. The Lex refinement code for our application is
shown in Figure 11. This code is introduced by the refine keyword
followed by the name of a Lex file (l. 1). The code’s first part (l. 3–34)
declares the types and events in the application’s ontology. Note the
informal docstrings attached to events, which are crucial for lawyers
to assess the legal admissibility of any subsequent refinement rules.

The rest of the code (l. 36–77) describes the refinement. First,
abstract types are refined to concrete types (l. 36–40). Then, the
assume true statements l. 42–45 encode the lawyer’s informal
claim and they come with informal justifications. Finally, four rules
describe the mapping between concrete application events and
abstract GDPR events (l. 48–77). Note that in line with the current
legal consensus, legitimate interest can be invoked to justify the
processing of user data without consent for the core service purpose
(rule l. 65–70). In contrast, legitimate interest cannot be relied on
for non-essential advertisement and analytics purposes [78]. For
the latter, explicit user consent is required.

5.4 Compiling and instrumenting the system

Our compilation pipeline is shown in Figure 12. It relies on a series
of intermediate representations [58]. First, the parser processes the
.lex (law) and .rex (refinement) files to produce a lex/rex object.
Then, the type-checker converts the untyped object produced by the
parser into a typed tlex (or trex) object. It assigns a unique label
to each rule, which encodes the hierarchy of sections in which each
rule is contained, and collects the exceptions occurring in the code.
The enforceability checker converts the typed object produced by
the previous phase into a typed elex (or erex) object. This succeeds
if every obligation rule marked as enforceable successfully checks
for enforceability. Finally, using Algorithm 1, the compiler converts
the elex object into an MFOTL-like clex object that is then lin-
earized into a formula. When compiling a rex file, the correspond-
ing lex specification is typed in parallel with the refinement code.
The SMT solver Z3 [26] is used to verify the strengthening rules.
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1 law "GDPR"

2
3 article "5" "Principles relating to

processing of personal data"

4
5 type activity

6 type data

7 type data_subject

8 type legal_basis is string

9 type purpose is string

10 type entity

11
12 suppressable event DataProcessing

13 """Data {d} is processed by processor {p

} on behalf of controller {c} as part

of data processing activity {a}"""

14 p : entity

15 c : entity

16 a : activity

17 d : data

18
19 observable event PersonalData

20 """Data {d} is personal data of {ds}"""

21 d : data

22 ds : data_subject

23
24 internal event IsLawful

25 """Activity {a} is lawful with legal

basis {b}"""

26 a : activity

27 b : legal_basis

28
29 observable event IsFair

30 """Activity {a} is fair"""

31 a : activity

32 observable event IsTransparent

33 """Activity {a} is transparent in relation

to data subject {ds}"""

34 a : activity

35 ds : data_subject

36
37 observable event IsCollection

38 """Activity {a} collects personal data

from data subject {ds}"""

39 a : activity

40 ds : data_subject

41
42 suppressable event HasPurpose

43 """Data processing activity {a} has

purpose {p}"""

44 a : activity

45 p : purpose

46
47 paragraph "1"

48 point "a"

49
50 rule

51 whenever

52 DataProcessing(p, c, a, d)

53 PersonalData(d, ds)

54 oblige

55 EXISTS b. IsLawful(a, b)

56 IsFair(a)

57 IsTransparent(a, ds)

58 enforceable suppressing condition [0]

59
60 article "6" "Lawfulness of processing"

61
62 type interest

63
64 observable event GiveConsent

65 """Data subject {ds} gives consent to

controller {c} to use their data for

purpose {p}"""

66 ds : data_subject

67 p : purpose

68 c : entity

69 observable event IsNecessaryForLegitimateInterest

70 """Data processing activity {a} is necessary to

protect the interest {i} of party {e}"""

71 a : activity

72 e : entity

73 i : interest

74
75 observable event IsOverriddenByDataSubjectInterests

76 """Interest {i} of entity {e} is overridden by

the interests of data subject {ds}, in

particular when {ds} is a child"""

77 e : entity

78 i : interest

79 ds : data_subject

80
81 paragraph "1"

82 point "a"

83
84 rule

85 whenever

86 DataProcessing(pr, c, a, d)

87 PersonalData(d, ds)

88 FORALL p. HasPurpose(a, p) IMPLIES ONCE

GiveConsent(ds, p, c)

89 constitute

90 IsLawful(a, "6(1)(a)")

91
92 point "f"

93
94 rule "legitimate_interest"

95 whenever

96 DataProcessing(p, c, a, d)

97 IsNecessaryForLegitimateInterest(a, e, i)

98 constitute

99 IsLawful(a, "6(1)(f)")

100
101 rule

102 whenever

103 PersonalData(d, ds)

104 IsOverriddenByDataSubjectInterests(e, i, ds

)

105 except

106 rule "legitimate_interest"

Figure 10: Lex formalization of Articles 5(1)(a), 6(1)(a), 6(1)(f) GDPR from Figure 8

Instrumentation consists in (i) marking operations, such as func-
tion calls, that should trigger events and (ii) defining the PEP’s logic
for suppressing and causing events. The Instrlib library [39] pro-
vides instrumentation primitives for Python/Django applications
and bindings for the EnfGuard tool. Following instrumentation
with Instrlib, running the Python/Django application launches the
EnfGuard tool together with the app.

5.5 Auditing the system

The Lex compiler can generate HTML documentation files showing
the Lex code and a natural language reading of the formalization
generated from its docstrings. The documentation can be enriched
with information fromAkoma Ntoso [85] and Formex [66] files, two
popular machine-readable legal document standards. The HTML
documents generated by the Lex compiler support auditing by legal
and technical experts (see Section 6, RQ4). Similarly, the Lex refine-
ment can be audited to confirm that the formalized interpretation
of system events in terms of the law’s concepts is legally sound.

6 Evaluation

We evaluate our approach by answering four research questions:
RQ1. Is Lex expressive enough to formalize legal requirements

from various jurisdictions and legal domains?

RQ2. Given requirements in Lex, can one successfully enforce
them in applications using our pipeline? How much engi-
neering effort does the instrumentation require?

RQ3. What runtime overhead does our pipeline incur?
RQ4. Is Lex code understandable by both legal and technical audi-

ences? Can legal and technical experts effectively collabo-
rate to read and audit Lex specifications?

A user study of Lexwriting is out of scope, as it would require exten-
sive training of study subjects. A full assessment of our applications’
compliance by external legal experts is also left for future work.

RQ1. Legal expressivity. We provide evidence of Lex’s expressiv-
ity across three fragments of the EU’s GDPR, the Swiss BGG, and
the U.S. IRC. These norms were chosen for their prominence and
heterogeneous domains and jurisdictions. The GDPR is the Euro-
pean Union’s main privacy law and one of the world’s most influ-
ential digital regulations. The BGG regulates the appeal procedures
before the Swiss Federal Supreme Court. The IRC is the United
States’ federal tax code; the parts of Section 121 that we analyze
were previously formalized in the Catala language [61].

Table 1 summarizes our case studies. To develop the specifica-
tions, we followed a pair programming approach [61] involving a
computer scientist and a lawyer. The BGG and IRC fragments each
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1 refine gdpr

2
3 type activity_id is string

4 type user_id is string

5 type data_id is string

6 # [... more type declarations omitted]

7
8 suppressable event Read

9 """Data {id}, which is personal data

of {owner}, is read for purpose {

purpose} in the context of activity {

activity} while building a webpage

for user {user}."""

10 id : data_id

11 owner : user_id

12 activity: activity_id

13 purpose : purpose

14 user : user_id

15
16 suppressable event Write

17 """Data {id} ... is written ..."""

18 id : data_id

19 owner : user_id

20 activity: activity_id

21 purpose : purpose

22 user : user_id

23
24 suppressable event Collect

25 """Data {data} ... is collected ..."""

26 activity: activity_id

27 data : data_id

28 owner : user_id

29 purpose : purpose

30 suppressable event Consent

31 """User {user} consents to their data

being used for purpose {purpose }."""

32 user : user_id

33 purpose : purpose

34 # [... more event declarations omitted]

35
36 refine type activity is activity_id

37 refine type data is data_id

38 refine type data_subject is user_id

39 refine type entity is string

40 refine type interest is string

41
42 assume true IsFair

43 """The automated enforcement of the GDPR

requirements ensures fairness with

respect to the user. Only strictly

necessary data is used for each purpose

."""

44
45 assume true IsTransparent

46 """The automated enforcement of the GDPR

requirements , in particular the ROPA

logging mechanism , ensures transparency

with respect to the user."""

47
48 rule "r_DataProcessing"

49 whenever

50 (EXISTS ds '. Read(d, ds , a, p, ds '))

OR (EXISTS ds '. Write(d, ds, a, p, ds

')) OR Collect(a, d, ds, p)

51 refine

52 DataProcessing("GDPRSocial , Inc.", "

GDPRSocial , Inc.", a, d)

53 rule "r_HasPurpose"

54 whenever

55 (EXISTS ds '. Read(d, ds, a, p, ds ')) OR (

EXISTS ds '. Write(d, ds , a, p, ds ')) OR

Collect(a, d, ds , p)

56 refine

57 HasPurpose(a, p)

58
59 rule "r_GiveConsent"

60 whenever

61 Consent(ds , p) OR (EXISTS sp. SpecialConsent

(ds , p, sp))

62 refine

63 GiveConsent(ds, p, "GDPRSocial , Inc.")

64
65 rule "r_IsNecessaryForLegitimateInterest"

66 whenever

67 (EXISTS ds '. Read(d, ds, a, p, ds ')) OR (

EXISTS ds '. Write(d, ds , a, p, ds ')) OR

Collect(a, d, ds, p)

68 p = "service"

69 refine

70 IsNecessaryForLegitimateInterest(a, "

GDPRSocial , Inc.", "Providing the service and

performing GDPRSocial 's normal operations.")

71
72 rule "r_IsOverriddenByDataSubjectInterests"

73 whenever

74 (EXISTS ds '. Read(d, ds, a, p, ds ')) OR (

EXISTS ds '. Write(d, ds , a, p, ds ')) OR

Collect(a, d, ds, p)

75 NOT (p = "service")

76 refine

77 IsOverriddenByDataSubjectInterests(c, i, ds)

Figure 11: Lex refinement for Articles 5(1)(a), 6(1)(a), 6(1)(f) GDPR

.lex lex tlex elex clex

MFOTL.rex rex trex erex

parse

type terms
compute labels
find exceptions

sort
check C/S compile CRE

linearize
parse

type terms
compute labels check ⪯𝜋

Figure 12: Structure of the Lex compiler

Law Domain Jurisdiction Scope LOC

GDPR Privacy law EU 5–10, 12–22, 30, 45, 46, 49 3,221
BGG Public law Switzerland 82(1), 83(1)(a–e) 234
IRC Tax law United States 121(a), 121(b)(1) 131

Table 1: RQ1: Lex formalization statistics

required less than 2 hours of work. The much larger GDPR specifi-
cation was completed within 5 working days.

Our GDPR formalization targets 21 articles directly regulating
system behavior, excluding, e.g., provisions establishing administra-
tive bodies and procedures (e.g., Art 50–59, 60–76). Statistics about
our formalization’s coverage are given in Table 2. The formaliza-
tion consists of about 3,200 lines of code including 21 type decla-
rations, 211 event declarations, and 203 rule declarations. While
formalization is always a subjective process, we strived to make
the formalization as literal as possible and found limited space for
interpretation. Overall, our case studies suggest that Lex cap-
tures heterogeneous requirements across three jurisdictions,

including a large GDPR fragment.

Status % of law % of scope % of formalized

Formalized (F) 18.4% 69.7% 100.0%
Conservatively assumed (C) 7.8% 29.6% 42.5%
Enforced at runtime (E) 7.2% 27.1% 38.9%
Informally assumed (I) 6.4% 24.1% 34.6%

Table 2: GDPR coverage in GDPRSocial, by word count

RQ2. Feasibility. To showcase our pipeline’s end-to-end CbD
support, we develop two Python apps: GDPRSocial and GDPRFS.

GDPRSocial is a microblogging service where users can pub-
lish posts, view other users’ posts, and follow each other. Users’
timelines show the posts of followed users. GDPRSocial processes
data for three purposes: providing the application’s core social net-
work functionality; showing personalized advertising based on a
user’s timeline; and collecting analytics data about individual pages.
GDPRSocial also displays privacy notices and a dashboard allow-
ing users to exercise their data subject rights. GDPRSocial’s design
aims to address all formalized GDPR provisions.

GDPRFS is a FUSE-based file system [59] designed to support
GDPR-compliant handling of personal data by small businesses. It
guards local file operations (creation, reading, writing...) and pro-
vides two interfaces for company employees and customers whose
personal data is processed. In the employee interface, employees log
in and declare the purpose of their current actions. The customer
interface, deployed as a web server, allows users to manage their
consent and exercise their data subject rights. An LLM-based ana-
lyzer is used to flag personal data in files. The local and web compo-
nents are regularly synchronized. GDPRFS’s design aims for com-
pliance with a core set of provisions (Art 5, 6, 9, 12, 15–17, 21, 30).
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Baseline LOC Instrumented LOC
Application Python HTML/CSS Python HTML/CSS Lex Rex

GDPRSocial 1,679 2,123 2,445 +766 2,123 +0 3,221 1,021
GDPRFS – – 2,536 1,135 1,815 639

Table 3: RQ2: Instrumented application statistics

Refinement. The refinement code for GDPRSocial has about 1.0k
lines of Lex code, defining 36 events, 115 assumptions, 67 rules, and
3 strengthening statements. The slightly smaller GDPRFS refine-
ment has about 600 lines of code. We distinguish between three
ways of discharging formalized provisions: informal assumptions
requiring legal review (I, 34.6% of formalized provisions), those re-
fined and enforced at runtime (E, 38.9%), and conservative assump-
tions (C, 42.5%). An assumption is deemed conservative when its
incorrectness cannot degrade compliance. For instance, the assump-
tion that the application never claims legitimate interest is conser-
vative, since it only reduces the possible operations that can be per-
formed under enforcement [39]. As a consequence, conservative
assumptions do not require extensive legal review. Note that the
sum total is more than 100% as certain provisions are discharged
through a combination of I, E, and C. About two-thirds of all for-
malized provisions are discharged without relying on informal as-
sumptions (i.e., via E or C but not I). Creating each .rex file re-
quired approximately 5 developer-days of work.

Instrumentation. Table 3 provides statistics about the instru-
mented applications. For GDPRSocial, we also produced an unin-
strumented version of the application by removing all enforcement-
related code, which we refer to as the baseline. The baseline provides
similar social functionality without any GDPR compliance guaran-
tees. In addition to the Lex formalization and Rex refinement code,
instrumenting GDPRSocial required 766 additional lines of Python
code, amounting to 20% of the uninstrumented code base (46% of
the Python code base). Using Instrlib [39], this code is concentrated
in a single enforcer.py file, thereby supporting separation of con-
cerns. With the refinement at hand, developing and testing the full
GDPRSocial application required about 7 developer-days of work.

For GDPRFS, the baseline is the local file system; hence report-
ing baseline LOC is not possible. Instrumentation is concentrated in
a single myfs.py file and has approximately 500 LOC. Developing
the GDPRFS application required approximately 20 developer-days.
In summary, our case studies demonstrate how our method-

ology supports the end-to-end enforcement of a large for-

malization in two apps with separation of concerns, manage-

able code base growth, and reasonable development effort.

RQ3. Runtime performance. For each application, we measured
the latency of representative actions. In GDPRSocial, these actions
are showing the user’s timeline, creating a post, giving or revoking
consent, accessing privacy notices, and downloading one’s personal
data (right to access, Art 15 GDPR). In GDPRFS, they are reading
and writing a file, giving or revoking consent, requesting erasure
of personal data, and requesting rectification of inaccurate data.

We vary the number of data items (posts in GDPRSocial, files in
GDPRFS) for 𝑛 ∈ {102, 103, 104}. When adding elements, we popu-
late the corresponding consent entries and enforcer state, thereby

Baseline (∝ 𝑛) Instrumented (∝ 𝑛)
Application Request 102 103 104 102 103 104

GDPRSocial Timeline 61 61 63 91 +30 106 +45 102 +39
Post 60 66 57 104 +44 103 +37 102 +45
Consent 75 58 62 74 -1 102 +44 111 +49
Revoke 62 56 54 85 +23 92 +36 95 +41
Notices 72 58 68 70 -2 90 +32 76 +8
Access 65 59 72 85 +20 75 +16 77 +5

GDPRFS Read <1 <1 <1 74 +74 67 +67 79 +79
Write <1 <1 <1 2.3s +2.3s 2.2s +2.2s 2.2s +2.2s
Consent – – – 12 13 14
Revoke – – – 13 14 15
Erasure – – – 1.0s 1.0s 1.0s
Rectification – – – 21 22 22

Table 4: RQ3: Runtime latency (ms, unless otherwise stated).

+𝑥𝑥 denotes overhead with respect to baseline.

simulating a long-running system. Our measurements are per-
formed on a 2.4 GHz Intel i5 with 32 GB RAM over 20 repetitions.
In GDPRFS, gpt-5.4-mini is used as the analyzer.

Table 4 shows the average latencies and compares them to the
baseline application without enforcement. In GDPRSocial, the la-
tency of the instrumented application always remains below 120ms,
with no significant slowdown as 𝑛 increases. The enforcement over-
head of up to 50ms corresponds to a series of calls to EnfGuard,
each of which evaluates the compliance of 1–50 events for a very
large MFOTL formula containing 6,655 operators and predicates.
Overall, the latency of the instrumented GDPRSocial comes close
to the 100ms latency mark required for “instantaneous” interac-
tion [62, p. 135]. In GDPRFS, the only workloads exceeding 100ms
are writing and erasure. Writing invokes the LLM analyzer, which
accounts for most of the latency (2.0s); erasure involves selecting
and deleting a large number of files. Excluding the cost of LLM

calls in GDPRFS, we observe moderate runtime overhead (0–

80ms) due to enforcement in both apps, with most workloads

being near-instantaneous (<150ms).

RQ4. Understandability. We assessed Lex’s understandability us-
ing both subjective and objective measures. Perceived usability was
assessed using the System Usability Scale (SUS) [17], a technology-
agnostic questionnaire designed to assess the subjective usability.
SUS scores range from 0 to 100, with “OK” usability starting at a
score of 52 and “good” usability at 73 [8]. Objective comprehension
was evaluated through reading and auditing tasks.

Procedure. We recruited 23 students, of whom 12 had a back-
ground in law and 11 in computer science or a related technical
field, from the subject pool of our institution’s behavioral research
laboratory (829 computer science and 590 law students). Pool mem-
bers were invited by email and registered electronically under stan-
dard conditions. All participants received USD 55 as compensation
for the 2-hour session. Participant characteristics are reported in
the extended version of this paper [46].

The participants were first given a 30-minute training on Lex
and received printed documentation. They then solved a compre-
hension task in which they matched a Lex formalization to one of
four natural-language options. This initial task was followed by
the System Usability Scale (SUS) [17]. We adapted the SUS by re-
ferring to Lex as a “language” instead of a “system,” and rephrased
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Task 1 Task 2 Task 3 Task 4 Task 5 Task 6

Law (n = 12) 41.7% 66.7% 83.3% 83.3% 91.7% 91.7%
CS (n = 11) 81.8% 72.7% 81.8% 72.7% 100% 100%

Table 5: Correct responses in the reading tasks, by group

two questions to reflect participants’ task of understanding rather
than “using” Lex. After the SUS, participants were given a reading
comprehension task consisting of six questions. Finally, the partici-
pants completed an auditing task. Answers were collected anony-
mously using Qualtrics. Free-text answers were analyzed only for
the auditing task. One author coded each answer along two dimen-
sions — whether the seeded mistake was identified, and whether
further issues were raised — both before and after the group phase.
A second author reviewed and revised the coding.

System Usability (SUS).Given the small sample, we report descrip-
tive statistics only and refrain from null hypothesis significance
testing throughout our analysis. The overall mean SUS score was
66.1 (SD = 17.3), which falls into the “OK” usability range [8]. Com-
puter science students reported higher scores (M = 73.9, SD = 13.3,
“good”) than law students (M = 59.0, SD = 17.9, “OK”). As an internal
consistency check, one SUS item was presented twice. Of the 23 par-
ticipants, 18 (78%) gave identical responses to both instances; the re-
maining 5 deviated by exactly one point on the five-point scale, and
no participant deviated by more than one point (Pearson’s 𝑟 = 0.88).
Since all deviations were within one scale point and the study was
conducted as a supervised in-person lab session, we found no indica-
tion of careless responding and therefore excluded no participants.

Reading. Most participants (87.0%; Law: 83.3%, CS: 90.9%) solved
the initial comprehension task correctly. In the six reading tasks,
correct response rates ranged from 41.7% to 91.7% among law stu-
dents and from 72.7% to 100% among computer science students
(see Table 5). Although computer science students reported higher
perceived usability, their performance in the reading tasks was not
consistently better; this difference was not tested inferentially.

Auditing. The auditing task involved reviewing a Lex formal-
ization of Article 7(1) GDPR. This formalization was developed by
Bartolini et al. [10], who validated it by asking four legal experts
to answer six questions assessing its quality. The original formal-
ization consisted of Reified I/O logic formulae [70] together with a
human-readable translation, a format comparable to our Lex docu-
mentation files. The experts gave overwhelmingly positive answers
to all questions [10]. However, the formalization was later found to
contain a mistake in its encoding of temporal relations [43].

To assess whether participants using Lex could identify the mis-
take, we translated the erroneous formalization into Lex and pre-
sented the generated documentation file to our participants. First,
each participant worked individually; then, 22 participants were
grouped into 11 interdisciplinary pairs to collaboratively re-audit
the same rule. Six out of 11 pairs (55%) identified the temporal en-
coding mistake in the formalization. Participants also raised further
terminological or logical points (11 out of 23, 48%). Of these, 6 (26%)
flagged the GiveConsent predicate as logically redundant, an unan-
ticipated but legitimate concern about the formalization. Most of
the remaining points concerned Lex’s notation itself, chiefly the se-
mantics of the oblige keyword and the naming of the entity and

controller parameters; we count these as comprehension difficulties
rather than as findings about the formalization. Overall, our user
study provides initial evidence that participants from both

backgrounds can read Lex formalizations after a short intro-

duction, and that about half of the interdisciplinary pairs

detected a known error in a curated auditing task.

7 Limitations

Expressivity (RQ1). While expressive, the variant of MFOTL used in
this paper has several potential limitations. First, it does not support
an explicit encoding of hyperproperties [25]. In the literature, hy-
perproperties such as information flow have been used to formalize
compliance requirements, including purpose limitation [41], data
minimization [3], and erasure [47]. In this paper, information flow
is handled declaratively, which avoids the high overhead of previ-
ous approaches [41, 42], but introduces additional assumptions. For
instance, refinement rules simply declare a datum’s owner (e.g., as
another field of the same record), rather than automating owner-
ship identification via dynamic or static information flow tracking.
Our approach could be combined with previous works [42] to add
such mechanisms in the instrumentation; potential pitfalls include
higher runtime costs and overconservative enforcement. Second,
Lex does not currently support branching-time properties, which
can be useful to reason about possible—but not certain—future sys-
tem states, e.g., when refining data minimization and storage lim-
itation requirements. Such properties are not easily enforceable at
runtime and require static verification. Third, Lex does not support
cyclic specifications. Cyclic specifications of legal requirements
have been proposed by DeYoung et al. and operationalized as fixed
points [29]. A variant of MFOTL with recursive let bindings [88]
could be used to implement such an extension. Note that all these
limitations are common to eFLINT [82] and Catala [61].

The presence of non-formalized requirements in our GDPR code
is largely independent of these formal limitations. The vast majority
of the requirements we left unenforced either did not result in
specific system constraints (national overrides, informal definitions)
or had no clear runtime enforcement strategy (e.g., ensuring “freely
given consent”). The former were not formalized, while the latter
were assumed with an informal justification in the refinement.

Feasibility/Understandability (RQ2,4). All formalization, refine-
ment, and instrumentation code presented in this paper was devel-
oped by the authors, without external peer review. It thus bears
proof of technical feasibility, not of general end-to-end usability.
Furthermore, while our approach is generally language-agnostic,
its applicability to legacy code bases remains to be evaluated.

Our user study focused on Lex’s understandability in reading
and auditing tasks and was conducted in a controlled setting with
students. Because of the small sample (𝑁 = 23) and the resulting low
statistical power, we report descriptive statistics only. Similarly, the
success of 6 out of 11 pairs in the seeded auditing test is encouraging
but provides only modest evidence of auditability.

Additional work is required to validate the generality of our find-
ings in real-world development settings. For full generality, user
studies should involve (i) larger cohorts, allowing for adequately
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powered statistical analysis, (ii) professional developers, compli-
ance lawyers, and regulators rather than students, (iii) writing spec-
ifications rather than just reading them, (iv) end-to-end scenar-
ios, exercising the whole proposed methodology, (v) formalization
and refinement by multiple external interdisciplinary pairs, and
(vi) compliance with both new and legacy codebases. Challenges in-
clude not only the recruitment and training of participants but also
the specification of compliance goals and the development of an in-
terdisciplinary evaluation procedure. To the best of our knowledge,
there is no fully standardized methodology for validating legal for-
malizations. Accordingly, this paper has focused on providing a
framework for enforcing formalized provisions, rather than legally
validating the formalization itself.

Performance (RQ3). We measured latency in two monolithic,
medium-sized applications without advanced load balancing or so-
phisticated middleware. Assessing performance in more complex
settings, especially those involving multiple interacting software
systems and non-web apps, is left for future work.

8 Related work

Compliance by Design. Few previous works propose technical ap-
proaches to CbD. To the best of our knowledge, none of them pro-
vides an end-to-end, tool-supported methodology for CbD.

Formal business process compliance methodologies have been
proposed using Petri nets [60] and defeasible deontic logic [71].
While rigorous, these approaches lack a tailored formal language.
Julisch et al.’s [50] informal approach enumerates control patterns
for auditing the regulatory compliance of financial information sys-
tems. Their interdisciplinary work is tailored to financial regula-
tions and does not rely on formal modeling. Krstić et al. [54] pro-
pose a model-driven privacy approach that automatically generates
PEPs tailored for GDPR-style purpose limitation and consent. Re-
cent standards for compliance with digital regulations such as ISO
31700 [49] are also based on informal requirements and examples.

Formalizability of legal norms. Since the 1980s [76], an interdis-
ciplinary community has been studying the formalization of legal
requirements. In our work, we adopted a pragmatic view, acknowl-
edging the challenges of legal formalization while underlining its
usefulness for CbD. We recognize that (i) all legal provisions display
some degree of ambiguity or vagueness [7, 27, 65, 72, 79, 86]; (ii) the
interpretation of legal norms varies depending on legal practition-
ers’ understanding of concepts left undefined [36]; and (iii) the appli-
cability of a provision to a concrete case requires expert assessment.

Despite these challenges and limitations [37], we argue that le-
gal formalization is useful, especially when automation is desirable.
First, formalization helps reduce ambiguity [57] and clarify what
legal interpretation a system adheres to. Second, even where con-
cepts are vague, techniques such as refinement can make mappings
between legal and real-world facts explicit, contributing to greater
clarity and transparency. Third, a formal encoding is needed to
provide mathematical compliance guarantees and automation. Our
work contributes to the legal formalization literature by providing
further evidence for the practicality of formal approaches to CbD.

Formalization languages. Palmirani et al. developed LegalRuleML
[5, 6, 63], a RuleML [14] extension tailored to legal rules. It is XML-
based, which may hamper understandability. It relies on the non-
classical modal defeasible logic [34] and does not support refine-
ment. The LEGALEASE language [75] is less expressive than first-
order logic, whereas Lex has MFOTL’s expressivity. Being compo-
sitional, LEGALEASE cannot capture the typical structure of laws.

Van Binsbergen et al. introduced the eFLINT legal specification
language [82] and report on preliminary experiments on legal com-
pliance of government activities [84]. eFLINT describes the norma-
tive relations between actors (e.g., their duties) that arise from the
law, rather than directly formalizing the rules in the law. It does not
provide a framework for refining legal specifications into system
specifications, support for enforcement through event causation,
or formal end-to-end enforcement guarantees.

Merigoux et al. proposed Catala [48, 61], a ‘programming lan-
guage for the law’ based on prioritized default logic [16]. Catala
supports out-of-order definitions and exceptions, but does not na-
tively encode events, obligations, or traces. As a result, it appears
well suited to computation-heavy (e.g., tax) laws, but less so to CbD
in real-time systems. Our IRC case study (Section 6) reproduces
Merigoux et al.’s motivating example, showing that Lex is suffi-
ciently expressive to encode such provisions.

Runtime enforcement in applications. Runtime enforcement [22,
31, 73] has been an active research area for over twenty years.
Popular application domains include Android applications [23, 32,
67, 87] and IoT [21, 30, 77]. Moreover, general-purpose runtime
enforcement tools have also been developed [40, 44, 64, 68], among
which EnfGuard provides state-of-the-art performance [45].

Privacy law formalization and enforcement.While several prior
works have formalized privacy regulations [28, 29, 69, 70], such
formalizations have rarely been used in Privacy by Design. To the
best of our knowledge, only Robaldo et al. have developed a GDPR
formalization with similar coverage to ours [69], but we are not
aware of this formalization being used for automating compliance.
Hublet et al. [41] have enforced simplified legal requirements us-
ing a runtime enforcement tool. In general, state-of-the-art PbD
approaches [33, 41, 51–53] rely on ad hoc methodologies to enforce
selected privacy requirements. They do not explicitly state their
legal interpretation and cover only a limited portion of the law.

User studies of legal formalization. Bartolini et al. validated the for-
malization of two GDPR articles with legal experts [9, 10], but their
formalization was later found to contain errors [43, 55]. Catala’s
authors [61] report on a user study with 18 law students. The stu-
dents were given a presentation of the Catala language and asked
to answer general questions about their understanding of a formal-
ization of Section 121 IRC. Our validation methodology is more
systematic, using a standardized usability test and comprehension
questions with an interdisciplinary participant pool.

9 Conclusion

We have presented a formal theory, a methodology, and tools for
rigorous Compliance by Design. Our main contribution is Lex, a
language to formalize the law and refine it to system specifications.

We take inspiration from fields such as aerospace or hardware
design, where formal methods are part of the standard validation
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toolkit for critical systems. However, unlike in these fields, where
most requirements admit mathematical definitions, legal compli-
ance relies on experts’ judgments about the soundness of interpreta-
tive steps. Accordingly, our methodology not only enforces complex
specifications at runtime with formal guarantees but also supports
the auditing of legal assumptions by legal and technical experts.

To evaluate our approach under real-world conditions, a more ex-
tensive user study involving both developers and external lawyers
or regulators would be valuable. Additionally, we plan to integrate
static verification techniques in our framework to further reduce
runtime overhead and, potentially, broaden the scope of enforce-
able requirements. Finally, we envision that LLM-based tools could
be used to automate and validate correct instrumentation [39, 54].
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A Generative AI Usage

GPT-4.* and -5.* models were used only for minor type checking
and rephrasing tasks in this paper. GPT, Claude Sonnet, and Claude

Opus models were used during software development.

B Open Science

All artifacts are available at https://github.com/francois-hublet/lex.
The extended version of this paper [46], which contains all proofs
and additional material, is available in the same repository.

C Ethical Considerations

A more complete version of this section can be found in our ex-
tended report [46].

Stakeholder Analysis. We identify the following stakeholders:
individuals (at large) whose data is being processed by computer
systems; companies processing individuals’ data; regulators; user
study participants; and researchers.

Principles. Our research is anchored in a human-rights-based no-
tion of privacy. Our user study was conducted according to our uni-
versity’s ethical guidelines and approved by its Ethics Commission.

The participants received an information and consent form that
presented the context of the study, what data was collected, and
for what purpose. Participants were also allowed to leave the study
at any stage without disadvantage, which none of them did. The
experiment was conducted respectfully, with fair compensation.

Research was conducted under lawful employment or in the
course of academic projects.

Harms. We identify the following potential harms: companies
can be subject to additional costs if the development of new privacy
technologies such as ours creates extensive obligations to adopt
these technologies (e.g., per Art 25 GDPR); individuals participat-
ing in our user study may experience cognitive fatigue and similar
psychological effects while completing our tasks; case study partic-
ipants’ privacy may be compromised if personal data is released.

Mitigations. Additional costs incurred by companies if a new
state-of-the-art privacy technology emerges are a deliberate conse-
quence of current legislation and are offset by individual and rule-of-
law benefits. Moreover, these costs are hypothetical as obligations
to comply only emerge with the development of industrially viable
solutions. Cognitive fatigue was mitigated through regular breaks.

To minimize privacy risks, the team managing the participant
pool collected the name and e-mail address of the participants for
recruitment and payment purposes only. We had no access to this
data and only processed pseudonymized records with participants
identified by random numbers—the participants did not enter their
name in the system we used to collect their answers. The demo-
graphics collected (gender, with option not to disclose; age group;
native language; self-assessed English proficiency level; field of
study) are generic and do not allow us to re-identify participants.

Decision. The decision to conduct and submit this research was
made based on the following considerations: (1) ethical individual
and rule-of-law benefits largely offset the hypothetical harms in
terms of compliance costs; (2) the user study was carefully designed
and approved by our Ethics Committee to avoid excessive cogni-
tive fatigue, exhaustion, and privacy breaches, and appropriately
compensated; (3) authors conducted the research in line with appli-
cable legal and ethical guidelines.
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